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[bookmark: _Toc227235735]How to use this pack (read first)
This document pack is designed for UK organisations to document, explain, and evidence how AI is used, what data is involved, and how risks are managed. It is intentionally practical and written to align with the types of questions already asked in tenders, client onboarding, and insurance renewals.
What this pack is: a structured set of practical documents, with guidance and examples, that can be completed and reused.
What this pack is not: a certification, legal advice, or a guarantee of acceptance by any third party.
Recommended completion order:
1. Identify where AI is used (Document 1)
2. Record what data is involved (Document 2)
3. Assess and document key risks (Document 3)
4. Confirm staff rules and data handling (Documents 4 and 5)
5. Use the prepared wording when responding to questions (Document 6)
6. Keep a simple review record (Document 7)
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[bookmark: _Toc227235737]Statement of Applicability 
This Statement of Applicability (SoA) provides a concise view of which governance controls in this pack are implemented by the purchasing organisation, and where supporting evidence is held. It is designed to be usable in tender responses, client assurance, and audit preparation. Organisations should tailor the wording and select the controls that reflect their actual AI usage and risk profile.
[bookmark: _Toc227235738]Scope and assumptions
· This pack is intended for organisations using third-party AI tools and AI-enabled features (including embedded AI in SaaS), not for organisations developing or training models.
· The SoA should cover all AI tools and use cases recorded in the organisation’s AI Use Register (Document 1) and Data Flow Map (Document 2).
· Where the organisation processes personal data in connection with AI use, data protection requirements apply and a DPIA may be required depending on scale and risk.
· This pack is not a certification and does not constitute legal advice; it supports evidence-led governance and defensible decision-making.


[bookmark: _Toc227235739]Control applicability and evidence mapping
	Control area
	Control statement (summary)
	Applicable? (Y/N)
	Implemented via (this pack)
	Evidence / record location

	AI inventory
	The organisation maintains a complete inventory of AI tools and AI-enabled features used for business purposes.
	Y
	Document 1
	Completed AI Use Register; review record (Document 7)

	Data flow transparency
	The organisation documents what data is input to AI tools, what outputs are produced, and where data may be stored or transferred.
	Y
	Document 2
	Completed AI Data Flow Map; supplier confirmation notes where required

	Risk assessment
	AI use cases are risk assessed proportionately prior to first use and on material change, with controls defined and residual risk recorded.
	Y
	Document 3
	Completed AI Risk Assessment and AI Risk Register; approvals recorded (Document 7)

	Acceptable use (staff rules)
	Staff follow mandatory rules for AI use, including approved tools, prohibited uses, and data input restrictions.
	Y
	Document 4
	Published AI Acceptable Use Policy; training/briefing record; policy acknowledgement

	Disclosure and client assurance
	Where required, the organisation can provide consistent disclosure wording describing AI use and data handling.
	Y
	Documents 5 and 6
	Completed disclosure statement; tender/insurance responses (where used)

	Ongoing maintenance
	AI governance documentation is reviewed on a defined schedule and updated following incidents or material change.
	Y
	Document 7
	Review and Maintenance Record; change log; evidence retention notes

	Automated decision-making
	If AI is used for automated decisions that could materially affect individuals, enhanced oversight and approvals apply.
	N (if applicable)
	Documents 3 and 4
	If applicable: decision workflow evidence; DPIA where required; documented approvals




[bookmark: _Toc227235740]Document 1: AI Use Register
[bookmark: _Toc227235741]1.1 Purpose
This document establishes and maintains a single, authoritative record of all AI tools and AI‑enabled features used by the organisation. It provides the foundation for risk assessment, data mapping, and internal governance decisions.
[bookmark: _Toc227235742]1.2 Scope
This register applies to:
· Generative AI tools (e.g. text, image, or code generation)
· Embedded AI features within SaaS platforms (e.g. CRM, marketing, analytics)
· Automation and decision-support tools using machine learning or algorithmic logic
The register shall include AI tools used for internal productivity, operational delivery, and client‑facing activities.
[bookmark: _Toc227235743]1.3 Why this document exists
Organisations are increasingly required to answer questions such as:
· Do you use AI within your business or service delivery?
· Which AI tools or systems are in use?
· Who is responsible for AI usage and oversight?

This register provides a clear, consistent source of truth that can be referenced across tenders, supplier onboarding, insurance renewals, and internal governance activities.
[bookmark: _Toc227235744]1.4 What counts as AI
For the purposes of this register, AI shall include tools or features that:
· Generate text, images, audio, video, or code
· Analyse, summarise, classify, or predict outcomes from data
· Automate or assist human decision‑making
· Use machine learning models, large language models, or similar techniques
Examples (non‑exhaustive):
· Microsoft Copilot or similar assistants
· ChatGPT or other generative AI platforms
· CRM or marketing tools with AI‑driven insights
· Design tools with generative or predictive features
If you are not sure whether something counts as AI, include it in the register and review it later.
[bookmark: _Toc227235745]1.5 Ownership and accountability
For most organisations, “ownership” means: one named person is accountable for why the tool is used, who can use it, what data can be put into it, and what checks happen before outputs are relied upon or shared.
This section sets out the minimum roles and responsibilities needed to manage AI use safely and consistently.
· Each AI tool shall have a named Business Owner (Tool Owner) responsible for its day-to-day use.
· The Business Owner (Tool Owner) must: (1) confirm the business purpose, (2) ensure users follow the Acceptable Use Policy (Document 4), (3) confirm what data is and is not allowed, and (4) ensure human oversight is in place where required.
· An AI Governance Lead shall maintain oversight of the register, support tool owners, and ensure new or higher-risk uses are assessed and approved before use.
· If you are unsure, escalate to the AI Governance Lead before use—especially for client-facing work, anything involving personal data, or where an output could materially affect a person.
· Use of AI without registration in this document is not permitted.
[bookmark: _Toc227235746]1.6 AI Use Register (template)
	Ref
	AI Tool / Feature
	Supplier
	Business Function
	Description of Use
	Data Involved (High‑level)
	Human Oversight (Yes/No)

	A1
	Microsoft Copilot
	Microsoft
	Administration
	Drafting internal emails and first drafts of internal documents (always reviewed before sending)
	Internal business data (no client or personal data)
	Yes



[bookmark: _Toc227235747]1.7 Completion guidance (mandatory)
Use the table in Section 1.6 as an inventory of AI tools and AI-enabled features. You do not need technical detail; record what is used, why it is used, and what checks apply before outputs are relied upon or shared.
1. Ref: use a simple ID (A1, A2, A3) so you can cross‑reference Documents 2 and 3.
2. AI Tool / Feature: the product name (e.g., Microsoft Copilot, ChatGPT, “AI insights” inside your CRM).
3. Supplier: who provides it (e.g., Microsoft, Google, your CRM provider).
4. Business Function: where it is used (e.g., Sales, HR, Finance, Customer Support, Marketing).
5. Description of Use: write this in plain English. Good example: “Draft first versions of proposals; a manager checks before sending.” Avoid: “Uses LLM to generate embeddings”.
6. Data Involved (high‑level): pick broad categories only (e.g., internal business data, public data, client data, personal data). If you do not know, write “Unknown” and resolve it in Document 2.
7. Human Oversight (Yes/No): “Yes” means a person checks the output before it is relied upon, actioned, or shared externally. “No” means the output is used automatically without review (this usually needs escalation and a risk assessment before use).
Rules of thumb:
· Keep descriptions business-level and factual (what it is used for and who uses it)
· Do not include technical implementation detail in this register (Document 2 captures data flow detail; Document 3 captures risk/control detail)
· If personal data, client data, or confidential information is involved, ensure the tool/use is approved and recorded accurately (and complete Documents 2 and 3)
· If you are unsure about data, hosting location, or whether outputs are reviewed, record “Unknown” and escalate to the AI Governance Lead to resolve
[bookmark: _Toc227235748]1.8 Example entries (illustrative)
	Ref
	AI Tool / Feature
	Supplier
	Business Function
	Description of Use
	Data Involved
	Human Oversight

	A1
	Microsoft Copilot
	Microsoft
	Administration
	Drafting internal documents and emails
	Internal business data
	Yes

	A2
	CRM AI Insights
	CRM Vendor
	Sales
	Analysing sales trends and pipeline data
	Client contact data
	Yes



[bookmark: _Toc227235749]1.9 Relationship to other documents
This section shows how the AI Use Register links to the rest of the document pack so that data mapping, risk assessment, policy controls, disclosures, and review records remain consistent.
· Each entry in this register shall be referenced in the AI Data Flow Map (Document 2)
· Each entry shall be assessed in the AI Risk Assessment (Document 3)
· Approved tools shall align with the organisation’s AI Acceptable Use Policy (Document 4)
· Where external disclosures are needed (for example, tenders or client assurance), the register supports and should align with the AI Data Handling and Disclosure Statement (Document 5)
· The register must be kept in sync with the Review and Maintenance Record (Document 7), which records review dates, changes, and approvals
· Where Document 6 (Tender and Insurance AI Q&A) is used, answers should be consistent with the tools, purposes, and oversight recorded in this register
[bookmark: _Toc227235750]1.10 Review, maintenance, and change management
This section sets out how the AI Use Register is kept up to date, including the quarterly review cycle and the changes that require an update outside the normal review schedule.
· This register shall be reviewed at least quarterly
· Updates shall be made when:
· A new AI tool is introduced
· AI functionality within an existing system changes
· Business use of AI expands or contracts
· The date of each quarterly review (and interim updates) shall be recorded in Document 7
[bookmark: _Toc227235751]1.11 What “good” looks like (acceptance criteria)
This section describes the acceptance criteria for a complete and usable AI Use Register.
· Completeness: All AI tools and AI-enabled features in use (including “AI features” inside other software) are recorded
· Clarity: Each entry describes the use in plain English (what it is used for, and who uses it) and avoids technical jargon
· Ownership: Each entry has a named Business Owner (Tool Owner) and it is clear who to contact with questions
· Data awareness: The “Data involved” field is accurate at a high level (and anything Unknown has a plan to be resolved in Document 2)
· Human oversight: Where outputs could be relied upon or shared externally, the register clearly states whether a person checks the output and what that means in practice
· Risk linkage: Any client-facing use, personal data use, or higher-risk use is linked to a completed Data Flow Map (Document 2) and Risk Assessment (Document 3)
· Current and auditable: The register has been reviewed in the last quarter, and the review date is recorded in Document 7
· Reusable: The register can be used to answer common tender, insurer, and client questions consistently (and aligns with Documents 5 and 6 where used)


[bookmark: _Toc227235752]Document 2: AI Data Flow Map
[bookmark: _Toc227235753]2.1 Purpose
This document identifies and maintains an accurate record of data inputs, processing, outputs, and storage locations associated with each AI use recorded in the AI Use Register (Document 1). For each tool/use case, it records: the types of data entered, where the data originates, whether personal or special category data is involved, what outputs are produced, where outputs and logs may be stored, and whether data may be processed or stored outside the UK/EU. This supports transparency, risk assessment (Document 3), and external disclosure requirements where needed (Document 5).
[bookmark: _Toc227235754]2.2 Scope
This document applies to all AI tools and AI‑enabled features used by the organisation where data is input, processed, generated, or stored.
The map should cover typical inputs (including text prompts, uploaded files, and data pulled via integrations), typical outputs (including drafts, summaries, recommendations, and classifications), and any storage or retention features (for example, chat history, audit logs, or supplier retention). Where an item is not currently known, record it as Unknown and resolve it through supplier documentation, IT configuration, or the approval process.
A data flow map explains what information goes into an AI tool, what comes out, and where that information may be stored, processed, or transferred. It supports consistent answers to client, tender, and insurer questions, and helps ensure appropriate controls are in place.
[bookmark: _Toc227235755]2.3 Why this document exists 
Third parties increasingly request clarity on:
This section exists because many due diligence questionnaires now ask organisations to evidence where information is going when AI tools are used. Being able to point to a completed Data Flow Map helps demonstrate that data protection, confidentiality, and supplier risk have been considered, and that answers given in tenders or insurance forms are based on a maintained record.
· What data is processed by AI tools
· Whether personal or client data is involved
· Where data is stored or transferred
· Whether data is used to train AI models
· Whether prompts, outputs, or logs are retained and for how long
· Who can access outputs and where outputs are saved or shared
[bookmark: _Toc227235756]2.4 Data categories 
For the purposes of this document, data shall be categorised as follows:
Choose the closest category based on what is entered into the tool. If multiple categories are used, record the highest-risk category involved (for example, if personal data is included, record Personal data even if the rest is internal business data). Where possible, avoid entering client or personal data unless the use is approved and controlled.
· Internal business data — non‑confidential operational information (e.g., internal procedures, generic drafts, non-sensitive meeting notes)
· Client data — information provided by customers or clients (e.g., project briefs, client emails, client documents, contract materials)
· Personal data — data relating to identifiable individuals (e.g., names, contact details, staff HR data, customer records)
· Special category data — sensitive personal data as defined by data protection law (e.g., health data, biometric data, racial or ethnic origin, religious beliefs)
· Public data — information lawfully available in the public domain (e.g., published web pages, public reports, open datasets)
[bookmark: _Toc227235757]2.5 AI Data Flow Mapping Table (template)
	AI Tool Ref
	Data Input Type
	Data Source
	Personal Data? (Y/N)
	Special Category Data? (Y/N)
	Data Output
	Data Stored Outside UK/EU? (Y/N/Unknown)

	A1
	Internal business data (e.g., internal drafts, meeting notes)
	Microsoft 365 (SharePoint/OneDrive/Outlook), internal documents
	N
	N
	Draft text (emails, documents) stored in approved company locations
	Unknown (Confirm supplier hosting/retention settings)


[bookmark: _Toc227235758]2.6 Completion guidance (mandatory)
Use this section to complete the table in 2.5 consistently. The aim is to record what data is involved and where it goes, so that the organisation can apply the right controls and answer external questions accurately.
1. Start with the AI Tool Ref from Document 1 (e.g., A1, A2) and complete one row per tool or distinct use case
2. Data Input Type: Record the broad category of data entered (Internal business data, Client data, Personal data, Special category data, public data). If multiple types are used, list the highest-risk type involved
3. Data Source: Note where the input comes from (e.g., Outlook emails, SharePoint documents, your CRM, customer portal). If files are uploaded, state what kinds of files are used
4. Personal Data: / Special Category Data: Mark Y only where identifiable individuals or special category data is included. If uncertain, mark Unknown and resolve before expanding the use case
5. Data Output: Describe the outputs produced and how they are used (e.g., draft emails, summaries, classifications). Include where outputs are saved (e.g., saved back to SharePoint, copied into CRM notes)
6. Data Stored Outside UK/EU?: Record Y/N where known. If the supplier’s hosting/retention position is not confirmed, use Unknown and capture the action needed (e.g., check supplier documentation, IT configuration, or contract terms)
Rules of thumb:
· Keep entries factual and proportionate to the use case
· Keep technical detail out of this document; business-level descriptions are sufficient
· If the location of storage or processing is not known, record Unknown and capture how it will be confirmed
· Review and resolve Unknown entries as part of the AI Risk Assessment (Document 3)
[bookmark: _Toc227235759]2.7 Relationship to risk assessment and Data Protection Impact Assessment (DIPA)
This section explains how the Data Flow Map supports risk assessment and data protection obligations. When the map shows personal data, special category data, client confidential information, or uncertain hosting/retention arrangements, this should trigger a proportionate risk review (Document 3) and, where relevant, consideration of whether a DPIA is required.
· This document shall inform the AI Risk Assessment by identifying data‑related risks
· Where personal or special category data is involved, the Data Protection Officer shall determine whether a DPIA or additional assessment is required
· Where the use involves personal data and is systematic, large-scale, or could materially affect individuals, escalate early to confirm whether a DPIA is required
· Use the map to define controls in the AI Risk Assessment (for example, input restrictions, output storage locations, retention settings, and who can access prompts/outputs)
· The Data Flow Map does not replace formal DPIAs but provides supporting evidence
[bookmark: _Toc227235760]2.8 Review, ownership, and maintenance
This section sets out who is responsible for keeping the Data Flow Map accurate and how it is maintained. A quarterly review is used to confirm that tools, data sources, outputs, storage locations, and retention/training positions are still correct, and to ensure any Unknown items are being actively resolved.
Rules of thumb:
· Business Owner (Tool Owner): Keeps the entry up to date for their tool/use case (inputs, outputs, storage locations, and whether personal or client data is involved)
· AI Governance Lead: Checks completeness and consistency across tools, ensures Unknown items have an owner/action, and confirms any higher-risk changes are assessed in Document 3
· Review frequency: Review this document at least quarterly and upon material change
· Out-of-cycle updates: Update the map when a new tool or integration is introduced, when data sources change, when outputs start being stored/shared differently, or when supplier hosting/retention/training terms change
[bookmark: _Toc227235761]2.9 What “good” looks like (acceptance criteria)
This section sets out the acceptance criteria for a complete and credible AI Data Flow Map, covering completeness, clarity on inputs/outputs and storage, identification of personal/client data and international transfers, retention and model-training position, and actions to resolve any Unknowns.
· Every AI tool listed in the AI Use Register has a corresponding data flow entry
· Personal or client data usage is clearly identified and justified
· Data storage locations are known or explicitly recorded as Unknown
· Outputs and storage locations are recorded at a practical level (where outputs are saved and whether prompts/logs may be retained)
· Retention is understood at a practical level (whether prompts, outputs, or logs are retained and for how long)
· Access and storage are clear (who can access outputs, and where outputs are saved or shared)
· The model training position is confirmed and recorded, or recorded as Unknown with a clear action to resolve
· Where data may be processed or stored outside the UK/EU, this is confirmed and recorded, or recorded as Unknown with a clear action to resolve


[bookmark: _Toc227235762]Document 3: AI Risk Assessment
[bookmark: _Toc227235763]AI Risk Assessment
This document records how AI-related risks are identified, assessed, controlled, and reviewed within the organisation. It supports assurance activities for tenders, insurers, clients, and internal governance.
[bookmark: _Toc227235764]3.1 Purpose
The purpose of this document is to provide a repeatable method for identifying, assessing, controlling, approving, and reviewing risks arising from the use of AI tools and AI-enabled features.
It is designed to ensure that AI risks are understood at the right level, proportionate controls are applied before use, responsibilities are clear, and evidence is retained to support internal governance as well as external assurance requests (for example, client due diligence, tender responses, and insurance renewals).
Outputs of this document include: an inherent and residual risk rating for each AI use, a clear list of controls and any required actions, identified owners, approval decisions (where required), and review dates recorded in the Review and Maintenance Record (Document 7). Each assessment must be linked to the relevant AI Use Register entry (Document 1) and Data Flow Map entry (Document 2), and must align with the staff rules and approval requirements set out in the AI Acceptable Use Policy (Document 4).
[bookmark: _Toc227235765]3.2 Scope
This assessment applies to all AI tools and AI-enabled functionality recorded in the AI Use Register (Document 1), including internal productivity tools, operational use cases, client-facing uses, and embedded AI features within third-party platforms.
An assessment must be completed (or updated) where any of the following apply:
· A new AI tool, model, feature, plug-in, or integration is introduced
· The use case changes materially (new purpose, new users, new decision points, or new outputs shared externally)
· New data categories are used (especially personal data, special category data, or client confidential data)
· The supplier changes terms, hosting, retention, sub processors, or model behaviour in a way that could affect risk
· A client, regulator, insurer, or contract requires documented evidence of AI risk controls

Simple rule-based automation that does not generate, predict, classify, or summarise based on model-based techniques may be out of scope; where there is uncertainty, include it and record the rationale.
[bookmark: _Toc227235766]3.3 Risk identification
Risk identification should be completed for each AI tool/use case before first use and when changes occur. Identify risks across the full lifecycle (design, use, monitoring, and retirement) and consider both the risk of the AI tool itself and the risk created by how it is used in business processes.
At a minimum, use the risk categories in Section 3.7 as a prompt list, and document any risks that are not relevant as “not applicable” with a short justification.
· Walk through the end-to-end data flow (Document 2): what is entered, where it goes, what is produced, who receives outputs, and where outputs are stored.
· Identify decision points: where a person might rely on the AI output and what the consequences would be if it were wrong, biased, or inappropriate.
· Consider misuse and error scenarios (including accidental use of prohibited data inputs, prompt injection, or disclosure via outputs).
· Review supplier characteristics: hosting locations, retention, training position, change control, and available assurance evidence.
· Confirm applicable legal, regulatory, and contractual obligations (for example, client requirements, confidentiality obligations, and UK GDPR considerations).
[bookmark: _Toc227235767]3.4 Risk assessment method
How to complete this assessment: For each AI tool/use case, identify the relevant risks (Section 3.7) and score inherent likelihood and impact (Section 3.8). List the existing or planned controls (policy controls, technical controls, and process controls) and re-score residual risk. Record any required actions, assign an owner, and set a review date. If escalation thresholds are met (Section 3.9), obtain the necessary approvals before use and record evidence (Section 3.10) with the review cycle captured in Document 7.
Risks are assessed using impact and likelihood ratings. Mitigating controls are identified and residual risk is recorded.
[bookmark: _Toc227235768]3.5 Controls
Controls are the specific measures used to reduce AI risks to an acceptable level. Controls may be preventative (stop an issue occurring), detective (identify issues quickly), or corrective (respond and recover). They may also be policy-based, technical, or process-based.
· Policy controls: approved tool lists, prohibited uses, data input rules, and mandatory training (Document 4).
· Data controls: minimisation, classification, approved storage locations, retention expectations, and disclosure statements where relevant (Documents 2 and 5).
· Human oversight controls: defined reviewer competence, second-person checks for higher-risk outputs, and documented sign-off for client-facing deliverables.
· Supplier and assurance controls: due diligence, contractual terms, configuration controls (e.g., retention/training settings), and periodic re-review.
· Monitoring and incident controls: logging where available, sampling/testing, incident reporting, and escalation routes (Document 4).
Where the use is client-facing, involves personal/special category data, or meets escalation thresholds, the assessment should explicitly document: (1) human oversight steps, (2) boundaries on permitted inputs, (3) evidence/testing appropriate to the risk, (4) supplier assurance evidence, and (5) an approved review schedule.
[bookmark: _Toc227235769]3.6 Review and escalation
Risk assessments must be reviewed at least quarterly and whenever there is a material change to the tool, the use case, or the data involved. Review frequency should be proportionate to the residual risk rating and the criticality of the process supported by the AI.
· Review the assessment when a new AI tool is introduced, when functionality changes, when new data categories are used, or after any AI-related incident/near miss.
· Escalate for approval in line with Section 3.9 before first use (or continued use after change) where thresholds are met.
· Record approvals, actions, and review dates in Document 7, and ensure the AI Use Register (Document 1) and Data Flow Map (Document 2) remain aligned.
· Where the assessment identifies unmitigated high risks, the default position is to pause or restrict the use case until additional controls are implemented and residual risk is re-assessed.
[bookmark: _Toc227235770]3.7 Risk categories (prompt)
This section provides a prompt list of common AI risk categories to help ensure a consistent and complete risk assessment.
· Information security and data leakage (e.g., confidential data entered into external tools, unintended disclosure via outputs)
· Privacy and data protection (e.g., personal data processing, lawful basis, DPIA triggers, data minimisation)
· Accuracy, hallucination and quality (e.g., incorrect advice, fabricated citations, unreliable classifications)
· Bias, fairness and discrimination (e.g., biased outputs, unequal impact on individuals or groups)
· Transparency and explainability (e.g., inability to explain outcomes, lack of audit trail)
· Human oversight and accountability (e.g., over-reliance, unclear ownership, insufficient review)
· Regulatory, legal and contractual (e.g., sector obligations, client requirements, IP and licensing)
· Operational resilience and availability (e.g., service outage, dependency on supplier, change management)
· Supplier and third-party risk (e.g., unclear subcontractors, model updates, lack of assurance evidence)
· Reputational risk (e.g., inappropriate content, client trust impacts, public communications)
[bookmark: _Toc227235771]3.8 Scoring approach (likelihood × impact)
This assessment uses a simple 1–5 scale for Likelihood and Impact. Inherent risk is assessed before controls; residual risk is assessed after controls. Where the organisation already has an enterprise risk methodology, align ratings to that scheme and record any mapping.
	Rating
	Likelihood (example definition)
	Impact (example definition)

	1
	Rare: would require multiple failures or unusual conditions
	Negligible: minimal operational disruption, no external impact

	2
	Unlikely: could occur but not expected in normal conditions
	Minor: limited disruption, easily recoverable, no material external impact

	3
	Possible: could occur under normal operating conditions
	Moderate: noticeable disruption, potential client impact, internal escalation

	4
	Likely: expected to occur at some point without additional controls
	Major: significant disruption, contractual or regulatory concern, external escalation likely

	5
	Almost certain: expected to occur unless actively prevented
	Severe: legal/regulatory breach, significant financial loss, serious harm, or major reputational damage



[bookmark: _Toc227235772]3.9 Escalation and approval thresholds
This section explains when an AI use needs extra sign-off before it goes live. Use it as a quick checklist to confirm who needs to be involved (for example, AI Governance, Data Protection, or Information Security) based on the type of data, the level of risk, and whether the output is client-facing or could affect people.
· Escalate to the AI Governance Lead before use where residual risk is assessed as High (e.g., impact ≥4 and likelihood ≥3), or where the use is client-facing.
· Escalate to the Data Protection Officer where personal data or special category data is processed, or where there is uncertainty about whether a DPIA is required.
· Escalate to the Information Security Lead where the use involves system access, code execution, credentials, logs, security testing, or integration to core systems.
· Senior approval is required for any use that could materially affect individuals, including automated profiling, recommendations, eligibility/credit decisions, or employment-related decisions.
· Where a supplier materially changes model behaviour, data handling, or hosting locations, re-assess risks and re-approve prior to continued use.
[bookmark: _Toc227235773]3.10 Evidence to retain (what good looks like in practice)
This section lists the practical evidence you should keep showing the risk assessment was completed, approvals were obtained where needed, and the key controls are in place.
Inherent (L×I) means the risk score before any controls are applied: Likelihood (how likely it is to happen) multiplied by Impact (how serious it would be if it did). Residual risk is the score after your controls are in place.
· Link to the relevant entry in the AI Use Register (Document 1) and Data Flow Map (Document 2).
· Documented use case description, intended users, and boundaries (what the AI is not used for).
· Inherent risk rating, listed controls, and residual risk rating with rationale.
· Testing/validation notes appropriate to the risk level (e.g., sampling for accuracy, prompt testing, bias checks where relevant).
· Human oversight method (who reviews, what they check, and how decisions are recorded).
· Supplier assurance evidence where applicable (e.g., security statements, SOC2/ISO summaries, contractual clauses).
· Approval record (name/role/date) and review schedule recorded in Document 7.

[bookmark: _Toc227235774]3.11 AI Risk Register (template)
	AI Tool Ref
	Risk
	Category
	Inherent (L×I)
	Controls
	Residual (L×I)
	Owner
	Actions / Review date

	A1
	Confidential data leakage via prompts/outputs (user enters sensitive client information into AI tool)
	Information security and data leakage
	4×4
	Approved tool only; prohibited data input rules (Doc 4); user training; human review before external sharing; configuration controls (retention/training); monitoring and incident reporting.
	2×3
	Business Owner (Tool Owner)
	Confirm training completion; verify tool settings; spot-check prompts/outputs quarterly. Review: 30 Jun 2026

	 
	 
	 
	 
	 
	 
	 
	 


High-risk issues must be escalated and approved in line with Section 3.9. Reviews and changes must be recorded in Document 7 to evidence ongoing governance.


[bookmark: _Toc227235775]Document 4: AI Acceptable Use Policy
[bookmark: _Toc227235776]4.1 Introduction
This section introduces the AI Acceptable Use Policy and sets out its intended audience and application. It should be read alongside the other documents in this pack, which together define the organisation’s approach to identifying AI use, mapping data flows, assessing risk, and evidencing appropriate controls.
[bookmark: _Toc227235777]4.2 Purpose
This policy sets out the mandatory rules for the safe, lawful, and responsible use of AI tools within [Organisation Name]. It defines what tools may be used, what data may be entered, the level of human oversight required, and when approval or escalation is needed. The policy is intended to reduce the risk of data loss, inaccurate or harmful outputs, regulatory or contractual non-compliance, and reputational harm, while enabling controlled and beneficial use of AI.
[bookmark: _Toc227235778]4.2.1 Definitions
The following definitions apply for the purposes of this policy.
· AI tool: any system or feature that generates, predicts, classifies, summarises, or recommends outputs using model-based techniques.
· Approved tool: an AI tool that has been authorised for use and recorded in the AI Use Register (Document 1).
· Personal data and special category data: as defined under UK GDPR and the Data Protection Act 2018.
· Human Reviewer: a competent person who reviews AI outputs before they are relied upon or shared externally.
[bookmark: _Toc227235779]4.3 Scope
This policy applies to all colleagues and third parties who use, manage, procure, configure, or oversee AI tools on behalf of [Organisation Name]. It covers both formal, approved AI solutions and AI-enabled features embedded within other business systems (for example, productivity suites, CRM platforms, analytics tools, and automation workflows). The scope is deliberately broad because the risks associated with AI (including data leakage, inaccurate outputs, and inappropriate reliance) can arise in day-to-day use as well as in technical development or deployment.
· All people working for or on behalf of [Organisation Name], including employees, contractors, consultants, agency staff, interns, and any authorised third parties who access organisational systems or information.
· All devices, accounts, systems, networks, and cloud environments used for organisational purposes (including remote working and collaboration platforms), whether managed by the organisation or accessed under an agreed bring-your-own-device arrangement.
· Any AI system or AI-enabled functionality used for organisational work, including generative AI (text, image, audio or code generation), predictive and classification models, decision-support tools, automation using machine learning, and embedded “AI features” within third-party products.
· Personal devices used to access organisational information or AI systems, where such use is permitted by organisational IT and security policies. Users remain responsible for ensuring the same standards of confidentiality and security apply as on corporate-managed devices.
· AI-related activities across the full lifecycle, including; selecting/procuring tools, configuring and enabling features, designing prompts/workflows, integrating with business systems, deploying into operations, monitoring performance and issues, and retiring or decommissioning tools and data.
This policy does not attempt to restate all requirements found in information security, data protection, HR, or client confidentiality policies; those remain fully applicable. Where there is a conflict, the stricter requirement applies. If a use case is not clearly covered, treat it as in scope, do not proceed with unapproved tools or data, and escalate to the AI Governance Lead for confirmation.
[bookmark: _Toc227235780]4.4 Legal and regulatory alignment
This policy is designed to help [Organisation Name] use AI tools in a way that is lawful, responsible, and consistent with the standards clients, insurers, and regulators expect. It does not replace formal legal advice or specialist compliance requirements, but it sets a clear baseline for staff behaviour and provides a practical link between day-to-day use and the organisation’s wider governance documents in this pack.
Depending on the tool and the use case, AI activity may engage data protection and privacy obligations (including UK GDPR and the Data Protection Act 2018), confidentiality duties, intellectual property and licensing terms, consumer protection and marketing rules, employment law, and sector-specific regulatory requirements. Where AI is used in client-facing work, or where outputs could affect individuals, additional controls set out in Documents 3 and 4 (risk assessment, escalation, and human oversight) must be followed.
· Relevant data protection legislation (e.g., UK GDPR and the Data Protection Act 2018), including requirements around lawful basis, transparency, data minimisation, security, and international transfers where applicable.
· AI-related governance expectations and emerging frameworks (risk-based classification, appropriate transparency, and maintaining meaningful human oversight where outputs are relied upon).
· Contractual, confidentiality, and sector-specific requirements, including client terms that restrict data sharing, require disclosure of AI use, or set assurance and audit expectations.
· Ethical principles reflected in the organisation’s Operational AI Governance Framework (including fairness, accountability, transparency, safety, and human oversight), and related internal policies (for example, information security and data classification).
All users must comply with this policy and with the organisation’s wider information security, data protection, and confidentiality requirements. Where there is uncertainty (for example, whether personal data is involved, whether a DPIA is required, whether data may be stored outside the UK/EU, or whether a client contract limits AI use), the default position is to pause and escalate to the appropriate owner (AI Governance Lead, Data Protection Officer, or Information Security Lead) before proceeding.
[bookmark: _Toc227235781]4.5 Governance and accountability
Effective governance ensures that AI is used deliberately (for a defined purpose), safely (with appropriate controls), and accountably (with named owners and clear decision rights). [Organisation Name] therefore operates a simple, role-based governance model that applies to all AI tools and AI-enabled features in scope of this policy.
In practice, governance means that: every approved tool is recorded in the AI Use Register (Document 1); the associated data inputs, outputs and storage locations are documented in the Data Flow Map (Document 2); risks and controls are assessed and evidenced in the AI Risk Assessment (Document 3); and ongoing changes, incidents and review outcomes are captured in the Review and Maintenance Record (Document 7). Where a proposed use case is higher-risk (for example client-facing, involves personal data, or could materially affect individuals), additional review and approval is required before the tool or use case is adopted.
Regardless of the technology used, accountability for decisions and outputs remains with people. AI outputs must be treated as suggestions or drafts unless explicitly approved otherwise; they do not remove the need for professional judgement, verification, and (where relevant) appropriate disclosure.
[bookmark: _Toc227235782]4.5.1 Accountability model (Responsible, Accountable, Consulted, Informed - RACI)
· AI Governance Lead – Accountable for the organisation’s AI governance approach, including maintaining this policy, setting minimum control requirements, maintaining the approved tool list, and ensuring that higher-risk uses are assessed, approved, and reviewed. The AI Governance Lead also supports Tool Owners and coordinates governance forums and reporting.
· Information Security Lead – Responsible for confirming that AI use complies with information security requirements, including access controls, configuration/retention settings, secure integrations, and incident management. The Information Security Lead has authority to restrict or suspend AI use where a security risk is identified or where required controls are not in place.
· Data Protection Officer (or nominated privacy lead) – Responsible for oversight of data protection compliance for AI use, including advising on UK GDPR requirements, confirming whether a DPIA (or equivalent assessment) is required, and reviewing higher-risk processing involving personal or special category data. The DPO must be consulted before introducing any AI use case that processes personal data or could materially affect individuals’ rights and freedoms.
· Model Owner (where applicable) – Responsible for the safe operation of a specific model or AI capability where the organisation develops, fine-tunes, deploys, or materially configures it. Responsibilities include maintaining documentation, monitoring performance and issues (including drift where relevant), ensuring controls are implemented, and managing changes that could affect risk (for example new data sources, new integrations, or material model updates).
· Business Owner (Tool Owner) – Accountable for why the tool is used, who may use it, and ensuring the use stays within the approved purpose. The Tool Owner ensures users understand data input rules, that outputs are reviewed appropriately, that any client-facing use is controlled, and that the relevant entries in Documents 1–3 are kept up to date. The Tool Owner escalates proposed changes, incidents, or higher-risk use cases to the AI Governance Lead.
· Human Reviewer – Responsible for checking AI outputs before they are relied upon or shared, in line with the use case risk. Reviewers must be competent to assess accuracy, appropriateness, confidentiality, and any client/regulatory implications for the context. Where required, a second-person check is applied for higher-risk outputs (for example client deliverables, regulated statements, or content that could affect individuals).
Where used, governance forums (for example an AI Steering Committee or relevant Risk Board) provide oversight of higher-risk AI uses, approve exceptions, and review trends such as incidents, supplier changes, and emerging regulatory expectations. A forum review should be triggered where: (1) an AI use is classified as Tier 3 / High risk or Tier 4 / Critical risk, (2) personal or special category data is proposed, (3) the use is client-facing or could materially affect individuals, (4) there is a significant change to a tool’s functionality, hosting, retention, or model behaviour, or (5) an AI-related incident or near miss occurs. Decisions and actions from governance forums should be recorded and linked back to Documents 1–3 and the review log in Document 7.
[bookmark: _Toc227235783]4.6 AI risk classification
Each proposed AI use case must be assessed and classified into a risk tier so that the organisation applies the right controls and approvals before the tool or use is adopted. Classification is a practical shortcut: it helps users understand when a use is “routine and low impact” versus when it could affect clients, the public, or individuals in a way that requires stronger governance.
This tiering does not replace the detailed assessment in Document 3. Instead, it should be used alongside the AI Risk Assessment scoring and escalation thresholds: if the risk assessment indicates a higher level of risk than the initial tier suggests, the higher level applies. Where a use case includes multiple elements (for example, a low-risk drafting task plus use of personal data), classify it based on the highest-risk element.
For consistency across this pack, the tier labels in this section map directly to the Tier 1–4 approach used in the AI Risk Assessment (Document 3): Low risk = Tier 1, Medium risk = Tier 2, High risk = Tier 3, and Critical risk = Tier 4. Teams should use one set of labels consistently in records and communications; where Tier numbers are used elsewhere, they refer to the same four levels described below.
Use the tiers below as a baseline. The examples are indicative; they are not exhaustive. If you are unsure which tier applies, default to the higher tier and escalate to the AI Governance Lead for confirmation.
· Tier 1 / Low risk: Use is limited to internal productivity and assistance where outputs are reviewed before use, no personal/special category/client confidential data is entered, and errors would cause limited harm. Examples include drafting non-sensitive internal emails, summarising public information, or generating meeting agendas for internal use.
· Tier 2 / Medium risk: Use supports operational processes or internal decision support where mistakes could affect service quality, cost, or delivery timelines, but impacts are typically internal and remain reversible. Examples include internal automations, triage/prioritisation of work items, drafting internal analysis, or generating code snippets that are reviewed and tested before deployment.
· Tier 3 / High risk: Use is client-facing, materially influences decisions, or involves personal data and therefore requires strengthened controls and documented oversight. Tier 3 includes outputs that are provided to clients or the public, recommendations that influence business decisions, or content that could affect individuals (even where a human reviews the final output). Examples include drafting client deliverables, producing advice that may be relied upon, or supporting eligibility/assessment decisions with human review.
· Tier 4 / Critical risk: Use could cause serious harm if wrong, is safety-related, or sits in a regulated/high-impact context. This includes uses that could produce legal or similarly significant effects on individuals, uses in regulated decision-making, safety-critical recommendations, or any scenario where meaningful human oversight cannot be assured in practice. Tier 4 uses require the highest level of governance, documented testing/validation, and senior approval prior to use.
Control requirements increase with tier. The lists below summarise the minimum expectations for each tier and should be applied alongside the detailed controls defined in the AI Risk Assessment (Document 3). In particular, requirements in this policy on data input (Section 4.10), output verification and human oversight (Section 4.11), monitoring and assurance (Section 4.12), and incident reporting (Section 4.13) must be scaled up where a use case is Tier 3/High or Tier 4/Critical.
· Tier 1 / Low risk (baseline controls): Approved tool only; no client/personal/special category/confidential inputs; human review before relying on outputs; store outputs only in approved locations; no automation of decisions affecting individuals; follow incident reporting if anything goes wrong.
· Tier 2 / Medium risk (strengthened operational controls): Tier 1 controls, plus defined use-case boundaries and documented reviewer responsibilities; testing/sampling appropriate to the task (e.g., accuracy checks on typical prompts); change control when configurations/integrations change; and proportionate logging/monitoring where available.
· Tier 3 / High risk (governance-led controls): Tier 2 controls, plus documented risk assessment and approval before use (Document 3); tighter data handling rules (including confirmation of hosting/retention and model-training position); second-person review for higher-risk outputs (e.g., client deliverables); increased monitoring and periodic re-validation; and, where relevant, appropriate transparency/disclosure to clients or affected stakeholders.
· Tier 4 / Critical risk (senior oversight and formal assurance): Tier 3 controls, plus senior approval and (where used) governance forum oversight; documented testing/validation proportionate to potential harm; clear audit trail and logs (where available); defined fallback/rollback plans; and an explicit review cadence (at least quarterly) with evidence retained in Document 7.
· Review frequency must be proportionate to tier and residual risk, and review outcomes must be recorded in the Review and Maintenance Record (Document 7).
No Tier 3 / High risk or Tier 4 / Critical risk AI use case may be deployed (or materially expanded) without approval in line with the escalation and approval thresholds in the AI Risk Assessment (Document 3) and the governance model in Section 4.5. Where tiering and scoring are in tension, apply the higher level of control and escalate before proceeding.
[bookmark: _Toc227235784]4.7 AI lifecycle requirements
AI risks and controls change over time, so requirements must be considered across the full lifecycle of an AI capability. This section describes the minimum lifecycle expectations for AI tools and AI-enabled features used by [Organisation Name], whether the capability is developed internally, configured from a supplier product, or enabled as an “embedded AI feature” within an existing system.
The lifecycle stages below follow the Operational AI Governance Framework (OAGF) structure referenced in this pack. Not every stage will look the same for every tool (for example, “Development” may be largely supplier-led for a purchased SaaS tool), but the organisation must still evidence that the equivalent questions have been addressed (purpose, data, risk, approvals, oversight, monitoring, and retirement). The depth of documentation should be proportionate to the risk tier (see Section 4.6): Tier 1–2 uses may require lightweight records, whereas Tier 3–4 uses require documented testing, approvals, and ongoing assurance.
1. Ideation & Scoping – Define purpose, benefits, risks
2. Risk Assessment – Complete Algorithmic Impact Assessment (AIA)
3. Design – Ensure privacy-by-design and transparency-by-design
4. Data Preparation – Apply data minimisation and quality standards
5. Development – Document model choices, testing, evaluation
6. Validation – Bias checks, fairness testing, robustness analysis
7. Deployment – Approval from governance bodies
8. Monitoring – Drift detection, performance tracking, incident logs
9. Retirement – Secure archiving, decommissioning
Model Owners must maintain full documentation for auditability.
[bookmark: _Toc227235785]4.8 Acceptable use of AI tools
[bookmark: _Toc227235786]4.8.1 Approved tools
Only AI tools formally approved by [Organisation Name] may be used. Approved tools must be recorded in the AI Use Register (Document 1) and reviewed regularly.
[bookmark: _Toc227235787]4.8.2 Approval and exception process
Requests to use new or external AI tools must be submitted to the AI Governance Lead or Information Security Lead. Approval requires:
· Data protection and privacy assessment
· Security controls review
· Legal and regulatory evaluation
· Risk classification
· Record of human oversight requirements
· Documentation added to the AI Use Register (Document 1)
Exceptions require written approval and must be monitored.
[bookmark: _Toc227235788]4.8.3 Prohibited tools
[bookmark: _Toc227235789]4.8.4 Exceptions
Any exception to this policy (including use of a non-standard tool, use of higher-risk data, or deviation from the default controls) must be approved in writing by the AI Governance Lead and, where relevant, the Data Protection Officer and/or Information Security Lead. Exceptions must be time-bound, recorded in the AI Use Register (Document 1) with the rationale and conditions, and reviewed to confirm whether they should be renewed, tightened, or removed.
Unapproved, free, or publicly accessible AI platforms may not be used unless formally authorised.
[bookmark: _Toc227235790]4.9 Permitted and prohibited use cases
[bookmark: _Toc227235791]4.9.1 Permitted
Low-risk activities, including:
· Drafting non-sensitive internal content
· Research and summarisation
· Internal productivity support
· Idea generation
· Approved operational automations
[bookmark: _Toc227235792]4.9.2 Prohibited
AI tools must not be used for:
· Processing personal data without approval
· Handling confidential, sensitive, or proprietary information
· Making decisions affecting individuals without human review
· Analysing security or system-level information
· Any regulated activity requiring documented controls
· Any Tier 3 / High risk or Tier 4 / Critical risk use case without governance approval (see Document 3 and Section 4.6).
[bookmark: _Toc227235793]4.10 Data input rules
[bookmark: _Toc227235794]4.10.1 Prohibited information
Users must not input:
· Personal data
· Confidential/commercially sensitive information
· Customer/client data
· Proprietary documents or source code
· Security details, credentials or configurations
· Regulated or legally protected information
· Any information that could train an external model without approval
[bookmark: _Toc227235795]4.10.2 Permitted information
Users may input:
· Fully anonymised/de-identified data
· Public domain content
· Low-risk internal business information (where approved)
[bookmark: _Toc227235796]4.10.3 Data residency and model training
No AI tool may train on organisational data or transfer data to unapproved regions.
[bookmark: _Toc227235797]4.11 Output verification and human oversight
Users must ensure:
· All AI outputs are reviewed for accuracy, bias, legality and appropriateness
· AI outputs cannot be accepted without human judgement when impacting people
· Outputs are classified, stored, and shared according to data classification rules
· High-risk outputs require second-person review
[bookmark: _Toc227235798]4.12 Monitoring, logging, and assurance
[bookmark: _Toc227235799]4.12.1 User monitoring
AI usage may be monitored for:
· Security and compliance
· Incident detection
· Misuse prevention
[bookmark: _Toc227235800]4.12.2 Model monitoring
Model Owners must ensure:
· Performance and accuracy tracking
· Drift detection
· Error rate monitoring
· Bias and fairness reviews
· Transparency logs
· Periodic revalidation
Monitoring must be proportionate and compliant with privacy policies.
[bookmark: _Toc227235801]4.13 Incident reporting
Users must immediately report:
· Accidental data disclosure
· Harmful, biased or inappropriate AI outputs
· Security incidents
· Misuse of AI tools
· Model failures or anomalies
Reports must go to the Information Security Lead or Line Manager.
[bookmark: _Toc227235802]4.14 Enforcement
Compliance is mandatory. Breaches may result in:
· User retraining
· Temporary access restrictions
· Disciplinary action
· Revocation of permissions
· Incident investigation
[bookmark: _Toc227235803]4.15 Training and competency requirements
This section defines training and competency requirements for users and key roles to ensure AI is used safely and consistently.
· Mandatory AI safety training at induction
· Annual refresher training
· Tiered competency requirements based on role:
· Basic (general users)
· Intermediate (business owners)
· Advanced (model owners, developers)
· Training records must be maintained for auditability
[bookmark: _Toc227235804]4.16 Policy review
This policy will be reviewed annually or when regulatory/technological changes occur. All updates must be version controlled.
[bookmark: _Toc227235805]4.17 Further information
For support or clarification, contact:
· [Information Security Lead]
· [Data Protection Officer]
· [AI Governance Lead]


[bookmark: _Toc227235806]Document 5: AI Data Handling and Disclosure Statement
[bookmark: _Toc227235807]AI Data Handling and Disclosure Statement
This statement provides clear, reusable disclosures on how data is handled when AI tools are used. It is intended to support tender responses, insurance questionnaires, supplier due diligence, and client assurance requests. It should be read alongside the AI Use Register (Document 1), AI Data Flow Map (Document 2), AI Risk Assessment (Document 3), and AI Acceptable Use Policy (Document 4), which together evidence the controls summarised below.
[bookmark: _Toc227235808]5.1 Data usage overview
AI tools are used to support defined business activities. They are used as decision-support and productivity tools, not as unsupervised autonomous agents. Where AI contributes to work products, a competent person remains accountable for the final output and for ensuring it is accurate, appropriate, and lawful.
· Typical uses include drafting, summarisation, classification, and generating options for human review; any client-facing or high-impact use is subject to additional controls.
· Purpose limitation: each AI use has a defined purpose recorded in the AI Use Register (Document 1), and use outside that purpose requires reassessment.
· Transparency: where appropriate, we provide clear disclosures to clients and third parties on how AI is used and what data categories may be involved (see Sections 5.8 and 5.12).
· Human oversight: we require review before reliance on outputs, with stricter oversight for higher-risk outputs (aligned to Documents 3 and 4).
[bookmark: _Toc227235809]5.2 Data input controls
Data input to AI tools is limited to what is necessary for the approved use case. The default position is that confidential, client, and personal data is not entered into external or unapproved AI tools. Where a business need requires using such data, use must be explicitly approved, risk assessed, and documented, with controls applied to reduce the risk of disclosure, misuse, or inappropriate retention.
· Data minimisation: users must remove non-essential details and only provide the minimum context required to perform the task.
· Anonymisation/redaction: where possible, identifiers are removed or replaced with placeholders before being used with AI.
· Prohibited inputs (unless explicitly approved): personal data, special category data, client confidential information, credentials, security configurations, and proprietary source code (see Document 4 data input rules).
· Exceptions: any exception must be recorded in the AI Use Register (Document 1) and Data Flow Map (Document 2), and assessed in the AI Risk Assessment (Document 3). Approval is required from the AI Governance Lead and, where relevant, the Data Protection Officer and Information Security Lead.
[bookmark: _Toc227235810]5.3 Personal data
Where personal data is processed in connection with an AI use case, this is treated as a higher-risk activity and is only permitted where there is a clear business need, a lawful basis under UK GDPR, and appropriate safeguards. The data categories, purpose, and processing locations are recorded in the Data Flow Map (Document 2), and risks and controls are documented in the AI Risk Assessment (Document 3). The Data Protection Officer is consulted to determine whether a DPIA is required.
· Only the minimum personal data necessary is used, and where possible, data is pseudonymised or anonymised before use.
· Access is restricted to authorised users, and the Business Owner (Tool Owner) remains accountable for ensuring appropriate use.
· Outputs are reviewed before use to reduce the risk of inaccurate or inappropriate content being used in decision-making or communications.
· Retention expectations are defined (including whether prompts/outputs are stored) and are reviewed as part of ongoing governance (Document 7).
· Where processing could impact individuals, additional transparency, oversight and escalation requirements apply (see Documents 3 and 4).
[bookmark: _Toc227235811]5.4 Special category data
Special category data is not processed using AI tools unless there is a clear, documented necessity and explicit approval. Where such processing is proposed, it must be escalated to the Data Protection Officer in advance, and a DPIA (or equivalent assessment) will normally be required. Enhanced safeguards must be implemented to protect confidentiality and reduce the risk of harm.
· Examples include health information, biometrics, racial or ethnic origin, political opinions, religious beliefs, trade union membership, and data concerning a person’s sex life or sexual orientation.
· Safeguards may include: strict minimisation, use of approved secure environments only, additional access controls, prohibition on supplier retention, and enhanced review and monitoring.
· Any approved use is recorded in Documents 1–3, with an explicit review schedule and named owner.
[bookmark: _Toc227235812]5.5 Data storage and transfers
Data storage, processing locations, and any onward transfers associated with AI tools are documented in the Data Flow Map (Document 2). Where prompts, outputs, logs, or usage history may be stored by the supplier or within organisational systems, this is treated as part of the data flow and assessed for risk. If processing or storage occurs outside the UK or EU, appropriate safeguards are considered and recorded, and the risk is assessed in Document 3.
· We record: (1) where data is processed and stored, (2) whether prompts/outputs are retained, (3) who can access stored content, and (4) whether data may be used for service improvement or analytics.
· Where available, retention controls are configured to reduce risk (for example, disabling chat history, limiting retention time, or restricting sharing).
· Where international transfers apply, we consider appropriate contractual and organisational safeguards and may restrict use to approved configurations or environments.
· We consider supplier subcontractors/subprocessors as part of third‑party risk and reassess where there are material changes (see Section 5.11).
[bookmark: _Toc227235813]5.6 Model training
Organisational or client data is not permitted to be used to train public AI models unless there is explicit agreement and documented approval. As part of tool approval, we review supplier terms and available technical settings relating to model training, data reuse, and prompt/output retention. Where a supplier’s position is not acceptable or cannot be verified, the tool is not approved for use with sensitive data.
· We confirm whether prompts/outputs are used for model training, fine‑tuning, or service improvement, and whether opt‑out controls are available.
· We document the position in the Data Flow Map (Document 2) and ensure it aligns with the approved‑tool and data input rules in the Acceptable Use Policy (Document 4).
· Where a client contract requires it, we can provide disclosure wording confirming our approach (see Section 5.12).
· This is reviewed periodically and upon supplier change as part of ongoing governance (Document 7).
[bookmark: _Toc227235814]5.7 Definitions (for external use)
This section defines key terms used in external disclosures and questionnaires.
· AI tool: any system or feature that generates, predicts, classifies, or summarises outputs using model-based or algorithmic techniques.
· Organisation data: information created by or for the organisation, including operational documents and internal communications.
· Client data: information provided by clients/customers, including project materials and communications.
· Personal data / special category data: as defined under UK GDPR and the Data Protection Act 2018.
[bookmark: _Toc227235815]5.8 Control statements 
This section summarises the organisation’s core AI governance controls in a form that can be reused externally.
· We maintain an AI Use Register (Document 1) and Data Flow Map (Document 2) covering the AI tools we use, the purpose, and the data involved.
· We apply an AI Risk Assessment (Document 3) proportionate to the use case, including identifying controls and review frequency.
· We have an AI Acceptable Use Policy (Document 4) that defines approved tools, prohibited uses, and staff responsibilities.
· We limit data input to what is necessary and prohibit entry of confidential or personal data unless explicitly approved and controlled.
· Where AI is used to support client-facing work, outputs are reviewed by a competent human reviewer before being relied upon or shared.
· We keep review records (Document 7) to evidence ongoing governance and improvements over time.
[bookmark: _Toc227235816]5.9 International transfers and hosting (UK/EU and beyond)
Where AI suppliers process or store data outside the UK/EU, this is recorded in the Data Flow Map (Document 2) and assessed in the AI Risk Assessment (Document 3). Where required, appropriate safeguards are applied (for example, contractual protections and supplier due diligence), and the organisation may restrict use to approved configurations or environments.
[bookmark: _Toc227235817]5.10 Data retention and deletion
This section sets retention expectations for prompts, outputs, and related records where applicable.
· We avoid retaining AI prompts/outputs that include sensitive information unless there is a business need and an approved storage location.
· Where the supplier offers retention controls (e.g., disabling prompt history or limiting retention time), these are configured where appropriate.
· Retention and deletion expectations are considered during tool approval and recorded in Document 2 where relevant.
[bookmark: _Toc227235818]5.11 Supplier assurance and contractual controls
This section summarises the supplier assurance and contractual controls used to manage third-party AI risk.
· We assess AI suppliers for security, privacy, and contractual risk prior to approval (Document 4 approval process).
· Where relevant, we obtain and retain assurance evidence such as security statements, audit reports/certifications summaries, and data processing terms.
· We confirm (and record) whether data is used for model training, and restrict use where supplier terms are not acceptable.
· We re-review supplier risk when material changes occur (product updates, hosting changes, new subprocessors).
[bookmark: _Toc227235819]5.12 Reusable disclosure wording (copy/paste)
Short (1–2 sentences): We use approved AI tools to support defined business activities with human oversight. AI usage, data flows, and risks are documented and reviewed through our Operational AI Governance Document Pack (AI Use Register, Data Flow Map, Risk Assessment, and Acceptable Use Policy).
Standard (tender-ready paragraph): We operate approved AI tools under defined governance. AI tools and AI-enabled features are recorded in an AI Use Register, with associated data inputs/outputs mapped in a Data Flow Map. Each use is risk assessed proportionately, controls are defined (including human review for higher-risk outputs), and usage is subject to an AI Acceptable Use Policy covering approved tools, prohibited uses, and data handling rules. Reviews are recorded to evidence ongoing oversight and improvement.
Extended (for due diligence questionnaires): Our approach combines inventory, data mapping, risk assessment and enforceable staff controls. We maintain a register of AI tools and features, map the data categories involved (including whether personal/special category data is processed and where data is hosted), and assess risks such as data leakage, inaccurate outputs, bias, supplier risk and regulatory impact. Controls include approved-tool lists, prohibition of sensitive inputs unless explicitly approved, human oversight requirements, supplier assurance checks, incident reporting, and periodic review. Where international processing is involved, it is recorded and assessed, and safeguards are applied where required. Evidence is maintained to support tender, insurance and client assurance requests.



[bookmark: _Toc227235820]Document 6: Tender and Insurance AI Q&A Answer Sheet
[bookmark: _Toc227235821]Tender and Insurance AI Q&A
This document provides standardised responses to common AI-related questions asked by clients, insurers, and suppliers.
How to use this sheet: Use the “Standard response” as your default. If a questionnaire requires shorter wording, shorten by removing the document references and examples; if it requires more detail, expand by adding the relevant excerpts from Documents 1–5 (for example, approved-tool approach, data categories, and risk controls).
[bookmark: _Toc227235822]6.1 Do you use AI in your organisation?
Standard response: Yes. We use approved AI tools and AI-enabled features to support defined business activities (for example, internal productivity tasks and controlled operational use cases). All AI usage is governed through our Operational AI Governance Document Pack, including an AI Use Register (Document 1), AI Data Flow Map (Document 2), AI Risk Assessment (Document 3), and AI Acceptable Use Policy (Document 4). Higher-risk or client-facing outputs are subject to human oversight prior to reliance or external sharing.
[bookmark: _Toc227235823]6.2 Is AI used for automated decision-making?
Standard response: As a rule, we do not use AI for fully automated decision-making that produces legal or similarly significant effects without human review. Where AI is used to support decision-making (for example, drafting, summarisation, prioritisation or recommendations), a competent human reviewer remains accountable for the final decision. Any proposed use involving automated decisions affecting individuals is escalated for additional assessment and senior approval, with data protection and security involvement as required (see Documents 3 and 4).
[bookmark: _Toc227235824]6.3 What data is used with AI?
Standard response: Data usage is controlled and documented per AI tool/use case. We record the data categories involved (for example, internal business data, client data, personal data) and key flow details (inputs, outputs, storage/hosting and any international processing) in our AI Data Flow Map (Document 2), linked to the AI Use Register (Document 1). Our baseline rule is to avoid entering confidential, client, or personal data into AI tools unless there is an explicit business need, appropriate approvals, and controls in place. Our external-facing disclosure wording and supporting control statements are set out in the AI Data Handling and Disclosure Statement (Document 5).
[bookmark: _Toc227235825]6.4 How are AI risks managed?
Standard response: We manage AI risk through a documented governance process that combines (1) an inventory of AI tools, (2) documented data flows, (3) proportionate risk assessment, and (4) enforceable staff controls. Specifically: AI tools are recorded in our AI Use Register (Document 1); data inputs/outputs and hosting are recorded in our AI Data Flow Map (Document 2); risks are assessed and controls documented in our AI Risk Assessment (Document 3), including escalation thresholds and required evidence; and staff must comply with our AI Acceptable Use Policy (Document 4), which covers approved tools, prohibited uses, data input rules, human oversight, monitoring and incident reporting. Reviews are recorded in our Review and Maintenance Record (Document 7).
[bookmark: _Toc227235826]6.5 Is data used to train AI models?
Standard response: We do not permit organisational or client data to be used to train public AI models without explicit agreement and documented approval. During tool approval we review supplier terms and technical settings (where available) relating to model training and retention, and record the position in our governance documentation (Documents 2, 4 and 5). If a tool does not provide acceptable assurances or controls, it is not approved for use with sensitive data.



[bookmark: _Toc227235827]Document 7: Review and Maintenance Record
[bookmark: _Toc227235828]7.1 Purpose
This document shall provide evidence that AI governance documentation is reviewed, maintained, and kept current. It demonstrates ongoing oversight and supports assurance activities for tenders, insurers, clients, and internal governance.
This record applies to all documents within the Operational AI Governance Document Pack.
[bookmark: _Toc227235829]7.2 Why this document exists (tender and insurance context)
Third parties increasingly ask whether AI‑related documentation is:
· actively maintained
· reviewed on a defined schedule
· updated when AI usage changes
This record provides a simple but credible audit trail showing that AI governance is not a one‑off exercise.
[bookmark: _Toc227235830]7.3 Documents in scope
The following documents shall be included within each review cycle:
· AI Use Register (Document 1)
· AI Data Flow Map (Document 2)
· AI Risk Assessment (Document 3)
· AI Acceptable Use Policy (Document 4)
· AI Data Handling and Disclosure Statement (Document 5)
· Tender and Insurance AI Q&A Answer Sheet (Document 6)
[bookmark: _Toc227235831]7.4 Review frequency
This section defines the standard review schedule and the events that trigger an additional review.
· A formal review shall be conducted at least quarterly.
· An additional review shall be triggered when any of the following occur:
· A new AI tool or feature is introduced
· Existing AI usage changes materially
· New data categories are used with AI
· An AI‑related incident or near miss occurs
· A supplier materially changes AI functionality or data handling
[bookmark: _Toc227235832]7.5 Review responsibilities
This section sets out who participates in reviews and what each role is responsible for confirming or approving.
· The AI Governance Lead shall coordinate and record the review.
· Business Owners (Tool Owners) shall confirm the accuracy of AI usage entries.
· The Data Protection Officer shall be consulted where personal or special category data is involved.
· Outcomes shall be approved by an appropriate senior role.
[bookmark: _Toc227235833]7.6 Review outcomes
Each review shall record:
· whether documents remain accurate
· what changes were made
· whether risks or controls were updated
· whether further actions are required
Where no changes are required, this shall still be recorded.
[bookmark: _Toc227235834]7.7 Review log
	Review Date
	Documents Reviewed
	Summary of Changes
	Approved By
	Next Review Due

	 
	 
	 
	 
	 


[bookmark: _Toc227235835]7.8 Evidence retention
This section describes what review evidence should be retained and when it should be made available.
· Completed review records shall be retained with the document pack.
· Previous versions may be retained for reference where required.
· Records shall be made available on request for tender, insurance, or client assurance purposes.
[bookmark: _Toc227235836]7.9 What “good” looks like 
This section describes the acceptance criteria for a complete and credible review record.
· Reviews are recorded consistently
· Changes are traceable
· Responsibilities are clear
· Documentation reflects current AI usage
· Evidence can be produced quickly when requested
 


[bookmark: _Toc227235837]Appendices and implementation support
[bookmark: _Toc227235838]Appendix A: Regulatory mapping and audit evidence guidance
This appendix provides practical guidance for responding to common regulatory, client, and insurer expectations. It is written to support UK organisations, but also recognises that many clients and supply chains reference international frameworks. Use this appendix as a guide to position your completed pack as evidence of proportionate governance (not as a certification).
[bookmark: _Toc227235839]Common expectation areas and where this pack provides evidence
	Expectation area
	Typical due diligence question
	Where to point (this pack)

	Inventory and scope
	Do you know what AI tools/features you use and why?
	Document 1

	Data transparency
	What data is entered into AI tools, where is it processed, and is it stored outside the UK/EU?
	Document 2; Document 5 (where disclosure is required)

	Risk and controls
	How have you identified and mitigated AI risks?
	Document 3; Document 7 (review evidence)

	Staff rules and training
	Do you have enforceable rules for AI use and data input?
	Document 4; training evidence (see Appendix E)

	Human oversight
	How do you ensure outputs are checked before client-facing use?
	Document 4; Document 3 (controls); Document 7 (review log)

	Incident management
	How would you detect and respond to AI-related data leakage or unsafe outputs?
	Document 4 (incident reporting); Document 7 (review/maintenance record)

	Supplier assurance
	Have you assessed tool providers for retention, training use, and security?
	Document 2 (data flow) and Document 3 (supplier risk/controls); retain supplier evidence as part of your records


[bookmark: _Toc227235840]Audit evidence checklist (minimum)
· Completed AI Use Register (Document 1) and evidence of quarterly review (Document 7).
· Completed AI Data Flow Map (Document 2), including resolution of “Unknown” items where practical.
· Completed AI Risk Assessment and AI Risk Register (Document 3), including controls, owners, approvals, and review dates.
· Published AI Acceptable Use Policy (Document 4) and evidence it has been communicated.
· Where used externally: completed AI Data Handling and Disclosure Statement (Document 5) and tender/insurance responses (Document 6).
· Supplier evidence pack where relevant (e.g., supplier statements on retention/training use, data location, and security posture).
[bookmark: _Toc227235841]Appendix B: Quick start (implementation checklist)
This quick start is designed for organisations that need a credible baseline quickly (for example, to respond to tenders, insurer questions, or a client assurance request). It assumes a small organisation and can be completed in stages.
1. Create your initial AI Use Register (Document 1). Aim for completeness rather than detail. Include embedded AI features in existing tools.
1. Complete the AI Data Flow Map (Document 2) for each register entry. Mark unknowns explicitly and assign an action to resolve them.
2. Complete the AI Risk Assessment (Document 3). Focus on the real risks created by your use case (data leakage, inaccurate outputs, client impact) and define practical controls.
3. Issue your AI Acceptable Use Policy (Document 4) and communicate it to relevant personnel.
4. Prepare external wording using Document 5 (Disclosure) and Document 6 (Q&A), tailored to your actual use and data.
5. Start the review log (Document 7). Record today’s baseline and set quarterly review dates.
[bookmark: _Toc227235842]Appendix C: FAQs
· Do we need to use all documents?
Not necessarily. Use the full set where you need a defensible evidence pack. At minimum, most organisations should complete Documents 1–4 and maintain Document 7.
· We only use AI for drafting. Do we still need this?
Yes, but keep it proportionate. Record the tool in Document 1, document that no personal/client confidential data is used in Document 2, and keep the risk assessment lightweight in Document 3.
· Can we use personal data with AI tools?
Only where there is a defined business need, the tool and use are approved, and controls are documented. Record the data categories and hosting/retention position in Document 2 and assess risks in Document 3. Consider whether a DPIA is required.
· Does this pack guarantee we will pass due diligence?
No. It provides a structured way to evidence governance. Due diligence outcomes also depend on your specific tools, configurations, contracts, and sector requirements.
· Should we disclose AI use to clients?
Sometimes. Use Document 5 to determine your disclosure position and Document 6 to provide consistent wording aligned to your actual governance.
[bookmark: _Toc227235843]Appendix D: Examples and sample completed templates (illustrative)
The examples below are illustrative and must be tailored to the purchasing organisation’s actual tools, configurations, and contracts. They are provided to show what “good” looks like and to speed up completion.
	Document
	Example (summary)

	Document 1
	A1 – Microsoft Copilot – Internal drafting only; no personal/client data; outputs reviewed before sending.

	Document 2
	A1 – Inputs: internal drafts; Outputs: draft text stored in approved locations; Hosting/retention: recorded and confirmed with supplier documentation.

	Document 3
	A1 – Key risks: data leakage, inaccurate output; Controls: prohibited inputs, human review, retention settings, incident reporting; Residual risk recorded as Low/Medium with rationale.


[bookmark: _Toc227235844]Appendix E: Training module outline (staff briefing)
This appendix provides a suggested outline for a short staff briefing to communicate the minimum AI rules. It can be used for onboarding and annual refresh.
· What counts as AI and where “hidden AI” appears in common tools.
· Approved tools and the rule: if it is not recorded, do not use it.
· Data input rules (what must never be entered; how to anonymise/minimise).
· Output verification: treat outputs as draft; check facts; avoid client harm.
· Escalation: when to stop and ask before sending or publishing.
· Incident reporting: what to report and why speed matters.
[bookmark: _Toc227235845]Appendix F: Upgrade paths and customisation options (optional)
Some organisations will want additional support to implement, tailor, or evidence controls. The options below can be offered as optional services alongside this pack.
· Implementation review: a structured review of completed Documents 1–7 to confirm completeness, internal consistency, and tender-readiness.
· Use-case deep dive: support assessing higher-risk use cases (client-facing or personal data) and documenting controls and approvals.
· Supplier assurance pack: assistance gathering and structuring supplier evidence (retention, training use, hosting, security) for key tools.
· Custom branding: replacement of placeholders, organisation name fields, and formatting alignment to the buyer’s document style.
· Ongoing updates: an optional update subscription providing periodic refreshes where market expectations shift (for example, new questionnaire patterns or significant regulatory milestones).
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